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Overview of Neural Networks

Going from a basic model to a neural network:

I dim(y) = N , dim(x) = (N,K)

I E[yn|xn] = β′xn (Linear Model)

I E[yn|xn] = g(β′xn), g is nonlinear (Linear-in-parameters
Model)

I E[yn|xn] = g1(β
′vn), vnj = g2(γ

′
jxn) (One Hidden Layer)

I Convention in neural networks is to not include 1 as a
covariate in xn and instead include a bias term

I E[yn|xn] = g1(β0 + β′1vn), vnj = g2(γj0 + γ′j1xn) (One
Hidden Layer)
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Overview of Neural Networks

Going from a basic model to a neural network:

I Example with 3 independent variables and one layer of two
hidden variables
E[yn|xn] = g1(β0 + β1g2(γ10 + γ11xn1 + γ12xn2 + γ13xn3) +
β2g2(γ20 + γ21xn1 + γ22xn2 + γ23xn3))

I Allows for affect of xnk on the DV to depend on xnj
I In this case, if dim(v) = L, there are K + 1 +K ∗ (L+ 1)

parameters to estimate

I This type of layer is called a fully connected layer to
distinguish from the types of layers we will consider later
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Overview of Neural Networks

Activation Functions

I g is called an activation function

I Common activation functions:

Name Form
Linear g(x) = x

Binary Step g(x) =


0, x < 0
1
2 , x = 0
1, x > 0

Sigmoid/Logistic g(x) = ex

1+ex

ReLU g(x) = max(0, x)
Leaky ReLU g(x) = max(.01, x)

Softmax gi(x) =
exi∑J

j=1 e
xj



Overview of Neural Networks

Activation Functions

I Linear activation function in a fully connected hidden layer
will result in redundant parameters

I ReLU is the most commonly used for intermediate layers (note
for later that it is non-differentiable)

I Final activation function should correspond to type of DV
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Overview of Neural Networks

Activation Functions

I DV typically takes one of 3 forms:

• Continuous DV (least common)
• Binary DV (binary classification)
• Multinomial DV (multi-class classification)

I Last activation function should match the DV:

• Continuous DV: Linear (or no) activation function
• Binary DV: Logistic activation function
• Multinomial DV: Softmax activation function
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Overview of Neural Networks

Loss Function

I Measures loss incurred when the truth is y and prediction is ŷ

I Linear DV:

• Quadratic Loss: L(y, ŷ) = (y − ŷ)2
• Absolute Loss: L(y, ŷ) = |y − ŷ|

I Binary DV:

• Binary Cross-Entropy: L(y, ŷ) = ylog(ŷ) + (1− y)log(1− ŷ)
• Hinge Loss: L(y, ŷ) = max(0, 1− (2y − 1)ŷ)

I Multinomial DV:

• Categorical Cross-Entropy: L(y, ŷ) =
∑J
j=1 1{y = j}log(ŷj)
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Overview of Neural Networks

Objective Function:

I Q(θ) = 1
N

∑N
n=1 L(yn, ŷn; θ) (M-Estimator)

I When DV is continuous and loss is quadratic, the model is
NLLS (non-linear least squares)

I When DV is binary and loss is binary cross-entropy, the model
is a non-linear in parameters binomial logit

I When DV is multinomial and loss is categorical cross-entropy,
the model is non-linear in parameters multinomial logit



Overview of Neural Networks

Objective Function:

I Q(θ) = 1
N

∑N
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Overview of Neural Networks

Optimization:

I Q: Since the neural network objective is a special case of
M-estimation, can we can just apply the same methods we
uses for various MLEs (binary logit, multinomial logit, etc.)?

• Program up Q(θ) = 1
N

∑N
n=1 L(yn, ŷn; θ)

• Use finite differences to compute ∂
∂θQ(θ)

• Feed both into an optimizer (i.e. optim, or something actually
good)
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Overview of Neural Networks

Optimization:

I A: Unfortunately, no

• 1. dim(θ) is typically very large, and with finite difference
derivatives, the cost of computing ∂

∂θQ(θ) is dim(θ) times as
large as the cost of computing Q(θ)

• 2. dim(θ) is typically very large, and there will often be no
unique optimum without regularization

• 3. Sometimes the problems are so large that even if 1 and 2
are solved, a quasi-newton method may be too slow

• 4. Some commonly used activations functions are
non-differentiable, e.g. g(x) = max(0, x)

• 5. In some important applications—often those involving
images, audio, or video, x is so large that it won’t fit in
memory
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Overview of Neural Networks

Automatic Differentiation / Back Backpropagation

I Computing ∂
∂θQ(θ):

• One approach for feeding the derivatives to an optimization
program is to compute the derivatives analytically

• This approach can be annoying, but the analytical derivations
can be annoying to compute

• Fortunately, there is an alternative approach called automatic
differentiation
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Overview of Neural Networks

Automatic Differentiation / Back Backpropagation

I An Example: f(x1, x2) = x1x2 + 3x21
I Step 1: Decompose into a series of unary and binary

operations:

• w1 = x1x2 (multiply)
• w2 = x21 (power)
• w3 = 3w2 (scale)
• w4 = w1 + x3 (add)

I Let n denote the number of operations
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Overview of Neural Networks

Automatic Differentiation / Back Backpropagation

I An Example: f(x1, x2) = x1x2 + 3x21
I Step 2: Build the Tree

w4

w1 w3

x1 x2 w2

x1

+

* scale

power
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Automatic Differentiation / Back Backpropagation

I An Example: f(x1, x2) = x1x2 + 3x21
I Step 3 (forward step): For a particular set of values (e.g.

(x1, x2) = (2, 3), calculate the ws up the tree

• w1 = x1x2 = 6
• w2 = x21 = 4
• w3 = 3w2 = 12
• w4 = w1 + w3 = 18
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Automatic Differentiation / Back Backpropagation

I An Example: f(x1, x2) = x1x2 + 3x21
I Step 4 (reverse step): For a particular set of values (e.g.

(x1, x2) = (2, 3), calculate the derivatives of ws down the tree

• ∂w4

∂w1
= 1

• ∂w4

∂w3
= 1

• ∂w4

∂w2
= ∂w4

∂w3

∂w3

∂w2
= 1 ∗ 3 = 3

• ∂w4

∂x1
= ∂w4

∂w1

∂w1

∂x1
+ ∂w4

∂w2

∂w2

∂x1
= 1∗x2+3∗2∗x1 = 1∗2+3∗2∗3 = 20

• ∂w4

∂x2
= ∂w4

∂w1

∂w1

∂x2
= 1 ∗ x1 = 2

I Check actual answer, ∂f(x)
∂x = (x2 + 6x1, x1) = (20, 2)
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Automatic Differentiation / Back Backpropagation

I Any (scalar valued) objective function f(x) that can be coded
up is really a sequence of unary and binary operations

I The function can be represented in a tree with n nodes, where
the cost of computing f(x) is O(n)

I In principal, it is possible to automatically generate the code
for the analytical derivative

I The cost of computing ∂f
∂x is O(n)

I More specifically, the gradient of f can be calculate at no
more than 5 times the cost of computing f (Griewank and
Walther, 2008)

I Collectively, these results tell us that if we know what we are
doing, computing the gradient is not a bottle neck
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Overview of Neural Networks

Optimizers

I Recall that Newton’s method starts with the Taylor expansion,
f ′(x) ≈ f ′(x0) + f ′′(x0)(x− x0)

I We want to find x such that f ′(x) = 0,
0 ≈ f ′(x0) + f ′′(x0)(x− x0)

I We solve for x to obtain,
x = x0 − f ′′(x0)−1f ′(x0)

I Newton’s method iterates,
xk = xk−1 − f ′′(xk−1)−1f ′(xk−1)

I To guarantee that objective always get smaller, we potentially
use a smaller step size,
xk = xk−1 − αf ′′(xk−1)−1f ′(xk−1) , 0 < α ≤ 1
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Optimizers

I Newton’s method requires f ′′(xk−1), which can be very
expensive to compute

I Quasi-Newton methods replace f ′′(xk−1) with an
approximation Hk, which is built up over time:
xk = xk−1 − αHkf

′(xk−1)

I A common choice is the BFGS update:

Hk = Hk−1 +
yky
′
k

y′ksk
− Hk−1sks

′
kH
′
k−1

s′kHk−1sk

where,
yk = gk − gk−1 and sk = xk − xk−1

I This is still too slow for models with large numbers of
parameters since it requires forming Hk, which has
P ∗ (P − 1)/2 elements, where P is the number of model
parameters
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I For large scale optimization problems, a common approach is
limited memory BFGS (L-BFGS)

I L-BFGS requires O(PM) operations per iteration, where M is
size of the memory (typically 10 or 20), which is much better
that O(P 2).

I This is still too slow
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I An alternative approach is gradient descent, which dispenses
with the need to compute a Hessian approximation

I Consider the quasi-newton step,
xk = xk−1 − αHkf

′(xk−1)

I For small enough α, we have,
f(x) = f(xk−1 − αHkf

′(xk−1) ≈
f(xk−1)− αf ′(xk−1)Hkf

′(xk−1)

I If Hk is positive definite, then f ′(xk−1)Hkf
′(xk−1) > 0,

implying that for small enough α, f(xk) < f(xk−1)

I This fact was implicit in the quasi-Newton method—as long
as the Hessian approximation Hk is positive definite, there
exists an α small enough so that the quasi-Newton step
reduces the objective at each iteration

I This works for any positive definite Hk—gradient descent uses
the cheapest one, i.e. Hk = IP
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Overview of Neural Networks

Optimizers

I Standard implementations of gradient descent optimization
use a line-search to select α (this version is sometimes called
steepest descent)

I Even the line search is considered to expensive when dealing
with neural networks—instead a fixed value of α is used
(which is often called the learning rate in the Neural Network
literature)

I Gradient descent algorithm:

xk = xk−1 − αgk
with fixed α (e.g. learning rate of 0.001)
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I Still too slow!!

I Stochastic gradient descent:

xk = xk−1 − αgnk for random n

I In practice, batch gradient descent is typically used,

xk = xk−1 − α 1
B

∑
n∈N gnk

for randomly sampled N of size B (called the batch size)

I It is common to refer to batch gradient descent as stochastic
gradient descent

I The batches would typically sample data points without
replacement until all data points are used up
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I For example, with a training set of 10,000 cases and a batch
size of 100, we would run through all 10,000 cases before
starting again

I In this case, enough iterations to hit every data point once
would be called an epoch

I Standard practice is to run the algorithm for 3 to 5 epochs,
with a learning rate of 0.001



Overview of Neural Networks

Optimization

I For example, with a training set of 10,000 cases and a batch
size of 100, we would run through all 10,000 cases before
starting again

I In this case, enough iterations to hit every data point once
would be called an epoch

I Standard practice is to run the algorithm for 3 to 5 epochs,
with a learning rate of 0.001



Overview of Neural Networks

Optimization

I For example, with a training set of 10,000 cases and a batch
size of 100, we would run through all 10,000 cases before
starting again

I In this case, enough iterations to hit every data point once
would be called an epoch

I Standard practice is to run the algorithm for 3 to 5 epochs,
with a learning rate of 0.001



Overview of Neural Networks

Optimizers

I With standard gradient descent, we had the correct gradient

I With stochastic gradient descent, we had an approximation
based on a batch size of B

I The previous gradient could still have some useful
information—it was based on the a different set of cases,
though the parameter moved, so this may have decreased the
usefulness of this information somewhat

I Gradient descent with momentum attempts to use this old
information, to a degree
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information, to a degree
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Optimizers

I Stochastic gradient descent with momentum:

vk = mvk−1 − αgk
xk = xk−1 + vk

where m ∈ [0, 1] is the momentum and v is the velocity



Overview of Neural Networks

Optimizers

I To see what the momentum is doing, we can iteratively
plug-in the velocity equation:

vk = mvk−1 − αgk
= m(mvk−2 − αgk−1)− αgk

= m(m(mvk−3 − αgk−1)− αgk−1)− αgk
...

= −α(gk +mgk−1 +m2gk−2 + ...)

I The velocity is a geometrically weighted average of previous
gradient estimates
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I The commonly methods are SGD, SGD with momentum, and
variations of these:

• AdaGrad : Modification to allow for parameter-specific learning
rate (scaled gradient descent, but still much cheaper than
computer Hessian)

• RMSProp: Like AdaGrad, but incorporates momentum
• Adam: Like RMSProp, but uses momentum for the scaling of

the step size
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Optimizers:

I Now... back to regularization

• While it’s possible to regularize neural networks using
conventional means, this is typically not done

• Instead, regularization comes from not optimizing—instead of
conducting a linear search at each iteration and running the
optimizer until the loss can no longer be reduced, a fixed
learning rate is chosen and a fixed number of epochs are used

• Regularization comes from not giving the algorithm long
enough to find the optimum and hampering it by not giving it
the exact gradient
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Non-differentiable objective functions:

I ReLU (g(x) = max(0, x)) is not differentiable when x = 0

∂
∂xg(x) =


0, x < 0

undefined, x = 0
1, x > 0
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Non-differentiable objective functions:

I Let c be a subderivative of a function f(x) at x0 if there
exists a δ > 0 such that for all x with |x− x0| < δ|,
f(x)− f(x0) ≤ c(x− x0)

I The set of all subderivatives at x0 is called the subdifferential
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I If f(x) is convex at x0, a subderivative exists (i.e
subdifferential is non-empty)

I If x is differentiable, it’s subdifferential is a single value

I A subderivative max not exist (for non-convex g)
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Non-differentiable objective functions:

I Let c be a subderivative of a function f(x) at x0 if there
exists a δ > 0 such that for all x with |x− x0| < δ|,
f(x)− f(x0) ≤ c(x− x0)

I Let c be a subgradient of a function f(x) at x0 if there exists
a δ > 0 such that for all x with ||x− x0|| < δ|,
f(x)− f(x0) ≤ c′(x− x0)

I Subgradient descent: From a point x0, select x = x0 − δc
I Note that f(x)− f(x0) ≤ c′(x− x0) implies
f(x) ≤ f(x0) + c′(x− x0) = f(x0)− δc′c ≤ f(x0), so there
exists a δ small enough that moving in a subgradient direction
reduces the objective function

I There is a mathematical result that says that the chain rule
can be applied to the subdifferential provided some convexity
conditions

I These conditions often do not apply to neural network
objective functions, but it is still common to apply
subgradient descent to these models
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Fitting Neural Network Models

I Q: If these non-conventional optimizers are so great, why
don’t we use them for conventional statistical problems (e.g.
binary logit, multinomial logit, etc.)?

I A: For conventional problem, the non-conventional optimizers
would end up with different results depending on which
optimizer we picked, which learning rate we picked, etc.

I A: Conventional optimizers stop when hitting a local
minimum, so apart from the problem of getting stuck in a
local solution, different conventional optimizers (e.g. Newton’s
method, BFGS, L-BFGS, steepest descent) will give the same
solution, but will take a different amount of time to get there
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Fitting Neural Network Models

I Q: If these conventional optimizers are so great, why don’t we
use them for neural networks?

I A: Getting an answer would be very slow
I A: One would have to implement explicit regularization
I A: It’s not clear the results would be better
I A: Because of the very specific task of prediction, how well we

are doing can be easily measured

• If I used AdaGrad with a learning rate of 0.001 to ‘optimize’
my conditional logit model which I used to demonstrate the
effective of negative advertising in presidential primary
election, there would be no immediate way to demonstrate
that what I did ‘worked’

• If someone else used Adam with a learning rate of 0.005 ad
found that negative ads were not effective, there would be no
way to determine which of us reached a more correct
conclusion
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I We will first consider the MNIST dataset of images

I This is a collection of 70000 images of digits (0-9) with the
correct labeling

I We will use a training set of 60000 images and a test set of
10000 images
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Overview of Neural Networks

Application 1: Digit Recognition

I Each image is 28 by 28 pixels, in grey-scale, with intensity
ranging between 0 to 255

I xn consist of 282 = 764 variables which are transformed to
range between 0 and 1

I yn ∈ {0, 1, 2, 3, 4, 5, 6, 7, 8, 9}, so that we have a multi-class
classification problem

I Let’s first apply some things we know how to apply—naive
Bayes and the LASSO

I For these methods, we have to select the features—here we
will leave the features untransformed

I We could have instead relied on interaction terms, but in that
case we would quickly have a very large feature set (784 (784
+ 1) / 2 = 307720) which might already be intractable
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Application 1: Digit Recognition

I Naive Bayes results:

y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.89 0.97 0.76 0.79 0.81 0.62 0.87 0.84 0.72 0.77 0.81
Test Set 0.91 0.97 0.75 0.83 0.81 0.61 0.85 0.83 0.74 0.81 0.82
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I Naive Bayes results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.89 0.97 0.76 0.79 0.81 0.62 0.87 0.84 0.72 0.77 0.81
Test Set 0.91 0.97 0.75 0.83 0.81 0.61 0.85 0.83 0.74 0.81 0.82

I Lasso results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.97 0.97 0.90 0.89 0.93 0.88 0.96 0.94 0.89 0.90 0.92
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Overview of Neural Networks

Application 1: Digit Recognition

I Next, we consider a very basic Neural Network model

I We consider 3 hidden layers, each with 128 variables

I Counting parameters, we have (28 ∗ 28 + 1) ∗ 128 + (128 +
1) ∗ 128 + (128 + 1) ∗ 128 + (128 + 1) ∗ 10 = 134794

I This is still a lot of parameters, but we can get away with
because taking a few epochs of subgradient descent is much
cheaper than optimizing a multinomial logit with LASSO term
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I Naive Bayes results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.89 0.97 0.76 0.79 0.81 0.62 0.87 0.84 0.72 0.77 0.81
Test Set 0.91 0.97 0.75 0.83 0.81 0.61 0.85 0.83 0.74 0.81 0.82

I Lasso results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.97 0.97 0.90 0.89 0.93 0.88 0.96 0.94 0.89 0.90 0.92
Test Set 0.97 0.98 0.87 0.90 0.91 0.85 0.95 0.91 0.88 0.88 0.91

I Neural Network results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.99 0.99 0.99 0.99 1.00 0.99 1.00 0.99 0.96 0.94 0.98
Test Set 0.99 0.99 0.96 0.97 0.99 0.96 0.99 0.98 0.93 0.91 0.97



Overview of Neural Networks

Image-specific Tricks: Convolution Layers

I Convolution layers apply a kernel to every cell of an image as
a form of local averaging

I In the above example (a 2 dimensional convolution layer), the
kernel is 3 by 3, with a stride of 1, reducing a 7 by 7 image to
a 5 by 5 image

I A x by y kernel introduces x ∗ y parameters into the model
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Image-specific Tricks: Convolution Layers

I Typically, a convolution layer would have a depth greater than
1 (where the depth refers to the number of filters)

I A x by y kernel with a depth of d would introduce x ∗ y ∗ d
new parameters into the model

I The stride is the number of pixels you move at a time (1 is
typical)

I The size of the output will depend on the dimensions of the
input, the stride, the dimensions of the kernel, and the depth

I Suppose that the input has dimensions a by b by c
I The size of the output will be (a− x+ 1) ∗ (b− y + 1) ∗ d
I The exact number of parameters in software will sometimes

differ from this due to weird rounding practices
I Neural networks that employ convolutional layers are often

referred to as Convolutional Neural Networks
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Image-specific Tricks: Pooling layers

I Pooling layers reduce the number of parameters to estimate
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Overview of Neural Networks

Application 1: Digit Recognition

I Convolutional Neural Network, parameter count:
(3 ∗ 3 + 1) ∗ 64 + (3 ∗ 3 ∗ 64 + 1) ∗ 64 + (1600 + 1) ∗ 128 +
(128 + 1) ∗ 128 + (128 + 1) ∗ 10 = 260298



Overview of Neural Networks

Application 1: Digit Recognition

I Naive Bayes results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.89 0.97 0.76 0.79 0.81 0.62 0.87 0.84 0.72 0.77 0.81
Test Set 0.91 0.97 0.75 0.83 0.81 0.61 0.85 0.83 0.74 0.81 0.82

I Lasso results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.97 0.97 0.90 0.89 0.93 0.88 0.96 0.94 0.89 0.90 0.92
Test Set 0.97 0.98 0.87 0.90 0.91 0.85 0.95 0.91 0.88 0.88 0.91

I Neural Network results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 0.99 0.99 0.99 0.99 1.00 0.99 1.00 0.99 0.96 0.94 0.98
Test Set 0.99 0.99 0.96 0.97 0.99 0.96 0.99 0.98 0.93 0.91 0.97

I Convolutional Neural Network results:
y: 0 1 2 3 4 5 6 7 8 9 All
Training Set 1.00 1.00 1.00 1.00 1.00 0.99 1.00 1.00 0.99 0.98 1.00
Test Set 1.00 1.00 0.99 1.00 0.99 0.99 0.99 0.99 0.99 0.96 0.99
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I Project Vote Smart collects images of candidates for office in
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greyscale)

I Gender is already coded for most candidates

I Here, we will see if we can build a model to predict gender for
similar images

I Eliminate greyscale images and observations with uncoded
genders

I We are left 40932 images

I Assign 35935 to the training set and 4997 to the test set
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I The first model we consider does not use the spatial structure

I We consider a neural network with two 128 dense layers, each
with a ReLU activation

I The final activation is logistic

I Counting parameters:

• First layer—(44550 + 1) X 128 = 5702400
• Second layer—(128 + 1) X 128 = 16386
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• ReLU Activation
• 2 by 2 max pooling, output size 66 * 54 * 64
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• Softmax 2*(53248+1) parameters
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Application 2: Coding Gender of Political Candidates from Images

I Neural Network Results:
y: Female Male All
Training Set 0.92 0.90 0.91
Test Set 0.87 0.89 0.89

I Convolutional Neural Network Results:
y: Female Male All
Training Set 0.98 0.98 0.98
Test Set 0.92 0.97 0.95
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