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Review of Sampling

I Population: The set of all objects of interest in a given
analysis

I Parameter: A constant that characterizes a population

I Sample: A subset of the population for which we collect data

I Statistic: A number computed from the sample

I A statistic summarizes the sample

I A parameter summarizes the population

I Learn the parameters of the population using statistics from
the sample



Review of Sampling

I Example:

� Are people who watch cable news more likely to be political
extremists?



Review of Sampling

I Simple Random Sample: Each sample of size N has an equal
likelihood of being chosen

I Which of the following are simple random samples?

� I randomly select 12 students in the class to be in the sample
� I randomly select 3 freshman, 3 sophomores, 3 juniors, and 3

seniors to be in the sample
� I post a link on the course website to a survey and ask that

everybody participate. 12 students fill out the survey



Point Estimation

I Some Notation:

Parameter Statistic (Estimator)
π (population proportion) p (sample proportion)
µ (population mean) X (sample mean)

σ2 (population variance) s2 (sample variance)
σ (population standard deviation) s (sample standard deviation)



Point Estimation

I A point estimator is a best guess of a population parameter

I Some examples:

� The sample proportion p is an estimator of the population
proportion π

� The sample mean X = 1
N

∑N
n=1Xn is an estimator of the

population mean µ
� The sample variance s2 = 1

N−1

∑N
n=1(Xn −X)2 is an

estimator of the population variance σ2



Point Estimation

I An estimator of a population parameter is consistent if it
converges to the parameter in large samples

� p is a consistent estimator of π
� X is a consistent estimator of µ
� s2 is a consistent estimator of σ2

� s is a consistent estimator of σ

I If we have enough data, we will learn the true value of the
population parameter (Law of Large Numbers)
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Point Estimation

I In finite samples, the estimator will differ from the parameter
due to sampling error

I The standard error is the standard deviation of an estimator

I The standard error measures the dispersion of a statistic

I Examples:

Estimator Standard Error

X s/
√
N

p
√

p(1−p)
N
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The Normal Distribution

I Why the Law of Large Numbers isn’t enough:

� The law of large numbers indicates that our point estimator
will be precise in large samples

� However, we do not have an infinite sample, and thus our
estimator is not perfectly precise due to sampling error

� We would like to obtain a measure of this uncertainty
� Hypothesis testing and confidence intervals (margins of error)

allow us to quantify this uncertainty



The Normal Distribution

I Normal Distribution:

� The most important distribution in statistics
� Characterized by two parameters, the mean (µ) and the

standard deviation (σ)
� Bell shaped, symmetric, peak centered at its mean, about 68%

of area within one standard deviation of mean, about 95%
within two standard deviations



The Normal Distribution

I Standard Normal Distribution:
� The standard normal is the normal when µ = 0 and σ = 1
� The standard normal distribution is used for forming

confidence intervals and hypothesis tests, and is tabulated in
the back of many statistics textbooks



The Normal Distribution

I The Central Limit Theorem states that in large samples, most
statistics, when standardized, have an approximately standard
normal distribution

I To standardize a statistic, we subtract the population
parameter and divide by the standard error

I Standardizing the sample mean,

Z = X−µ
s/
√
N
→ Standard Normal

I Standardizing the sample proportion,

Z = p−π√
p(1−p)
N

→ Standard Normal



Confidence Intervals

I A confidence interval for a parameter is range of numbers
within which the parameter is believed to all

I For an X% confidence interval, there is an X% probability that
the interval contains the ‘true’ parameter

I We construct confidence intervals based on the normal
distribution

I This is an approximation which works when the sample size is
large enough



Confidence Intervals

I The general formula for a confidence interval is,

[est.− Zα/2 ∗ s.e., est.+ Zα/2 ∗ s.e.]

I The confidence interval is centered at the estimator

I The width of the confidence interval is determined by the
variability of the estimator

I The error probability of an X% confidence interval is
α = 1−X

� A 95% confidence interval leads to an α = 5% error probability



Confidence Intervals

I For a 1− α confidence interval, the critical value is denoted
by Zα/2

I Is chosen such that the standard normal distribution contains
exactly α outside of the interval [−Zα/2, Zα/2]

I For example, Z5%/2 = 1.96

I This means that 95% of the standard normal distribution lies
between -1.96 and 1.96

I The formula for the confidence interval results from the fact
that for a standard normal random variable, 95% of the
observations will fall between -1.96 and 1.96 standard
deviations of 0



Confidence Intervals

I For a 90% confidence interval, we have,

Z10%/2 = 1.645

I For a 99% confidence interval, we have

Z1%/2 = 2.576

I These are the most common choices



Confidence Intervals

I For the sample proportion, the standard error is
√

p(1−p)
N

I Hence, the confidence interval is given by,

[p− Zα/2

√
p(1− p)
N

, p+ Zα/2

√
p(1− p)
N

]

I A 95% confidence interval is given by,

[p− 1.96

√
p(1− p)
N

, p+ 1.96

√
p(1− p)
N

]



Confidence Intervals

I Example:

� Suppose that President Obama’s approval rating is measured
as 36% in a sample of 500 American adults. Construct a 95%
confidence interval for President Obama’s approval rating in
the population and interpret this interval



Confidence Intervals

I We have,

p = 0.36
N = 500

s.e. =

√
p(1−p)
N = 0.021

CI = [.36− 1.96 ∗ 0.021, .36 + 1.96 ∗ 0.021] = [0.32, 0.40]

I Interpretation: there is 95% chance that President Obama’s
approval rating (in the population) is contained in the interval
[32%,40%]
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Confidence Intervals

I We need to know three quantities to compute the confidence
interval for the population proportion

� p (sample proportion)
� N (sample size)
� α (level of confidence)

I Confidence interval is given by,

[p− Zα/2
crit.value

√
p(1− p)
N

stan.error

, p+ Zα/2
crit.value

√
p(1− p)
N

stan.error

]
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Confidence Intervals

I Changing N : Suppose that p = 0.36 and α = 0.05. What
would the confidence interval be for a sample of size
N = 200, N = 800, N = 3200, and N = 12800?

I Recall that when α = 0.05, we have Zα/2 = 1.96, so that the
formula for a 95% confidence interval is,

[p− 1.96

√
p(1− p)
N

, p+ 1.96

√
p(1− p)
N

]
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Confidence Intervals

I Changing α: Suppose that p = 0.36 and N = 500. What
would the confidence interval be when α = 0.1, α = 0.05, and
α = 0.01?

I Common critical values are Z0.1/2 = 1.645, Z0.05/2 = 1.96 ,
and Z0.01/2 = 2.576

90% CI = [p− 1.645

√
p(1−p)
N , p+ 1.645

√
p(1−p)
N ]

95% CI =[p− 1.96

√
p(1−p)
N , p+ 1.96

√
p(1−p)
N ]

99% CI =[p− 2.576

√
p(1−p)
N , p+ 2.576

√
p(1−p)
N ]



Confidence Intervals

I Example:

� Suppose that in a sample of 800 likely voters, 64% think that
the economy is performing poorly. Construct a 99% confidence
interval for the percentage of likely voters who think the
economy is performing poorly and interpret this interval.



Confidence Intervals

I The Margin of Error (MoE) of a survey refers to the
half-width of a 95% confidence interval

I If President Obama’s approval rate is 36% with a 95%
confidence interval of [32%,40%], we would say that the
margin of error is equal to 4%



Confidence Intervals

I Changing p: Suppose that N = 500 and α = 0.05. What
would the margin of error be when p = 0.1, 0.2, 0.3, 0.4, 0.5,
0.6, 0.7, 0.8, and 0.9?

I When α = 0.05, we have Zα/2 = 1.96, so that the formula for
a (95%) margin of error is

MoE = 1.96

√
p(1− p)
N



Confidence Intervals

I Changing p: Suppose that N = 500 and α = 0.05. What
would the confidence interval be when p = 0.1, 0.2, 0.3, 0.4,
0.5, 0.6, 0.7, 0.8, and 0.9?

I When α = 0.05, we have Zα/2, so that the formula for a 95%
confidence interval is

[p− 1.96

√
p(1−p)
N , p+ 1.96

√
p(1−p)
N ]



Confidence Intervals

I Rather than report a different MoE for every proportion in a
poll, most polls report a single MoE using p = 0.5:

MoE = 1.96

√
0.5(1−0.5)

N = 0.98
N

I The MoE for different sample sizes:

MoE N*
500 4.4% (≈ 4%)
1000 3.1% (≈ 3%)
2000 2.2% (≈ 2%)
5000 1.4% (≈ 1%)
10000 1.0% (≈ 1%)



Confidence Intervals

I Related Question: How large does a survey have to be to
guarantee a MoE of X

I Solution:

MoE N*
5% 384
4% 600
3% 1067
2% 2401
1% 9604



Confidence Intervals

I A Fox News poll in 2006 reported that:

� 38% approve of president Bush
� 24% approve of congress
� 48% plan to vote for a Democratic candidate for congress
� 12% think the U.S. has been to aggressive in trying to stop

Iran’s nuclear weapons program

I The poll also reported that the sample size was 900 and the
margin of error was ± 3%

I How does the margin of error correspond to the 95%
confidence interval in each case?



Confidence Intervals

I Confidence Intervals

� 38% =⇒ 38% ± 3.2% = [34.8%, 41.2%]
� 24% =⇒ 24% ± 2.8% = [21.2%, 26.8%]
� 48% =⇒ 48% ± 3.3% = [44.7%, 51.3%]
� 12% =⇒ 12% ± 2.1% = [9.9%, 14.1%]
� Confidence intervals are smaller for small values of p



Confidence Intervals

I Example:

� In a poll from the 2010 Nevada Senate race, Reid gets 48% of
the vote in a sample of 750 likely voters. Form the 95%
conference interval for the population proportion of likely
Nevada voters who intend to vote for Reid. Interpret this
confidence interval.



Confidence Intervals

I Example:

� Consider the Washington Post / ABC News poll and the
variable Q11_1. Form a 99% confidence interval for this
statistic



Confidence Intervals

I In SPSS, Analyze =⇒ Compare Means =⇒ One Sample
Proportions

I Select variable to test

I Select value (e.g. 1 for Bush)

I In Confidence Intervals sub-menu, select Coverage Level



Confidence Intervals

I Result for confidence interval (proportion and confidence
interval highlighted)

I Interpretation: there is a 99% chance that the true proportion
falls between 45.7% and 54.0%



Confidence Intervals

I Summary of Steps:

� Step 1: Determine p and N
I p (sample proportion)
I N (sample size)

� Step 2: Form the confidence interval

[p− Zα/2
√

p(1−p)
N , p+ Zα/2

√
p(1−p)
N ]



Confidence Intervals

I Confidence Interval for the Sample Mean

� Recall that for X, s.e. = s/
√
N

� Hence, the CI is,

[X − Zα/2s/
√
N,X + Zα/2s/

√
N ]



Confidence Intervals

I Consider a survey of 1000 individuals. Suppose that the
average size of households in the sample is 3.2 with a
standard deviation of 1.4. Form a 95% confidence interval for
the average size of households in the population



Confidence Intervals

I We have,

X = 3.2, s = 1.4, and N = 1000
s.e. = 1.4√

1000
= 0.044

CI = [3.2− 1.96 ∗ 0.044, 3.2 + 1.96 ∗ 0.044] = [3.11, 3.29]



Confidence Intervals

I Summary of Steps:

� Step 1: Determine X, s, and N
I X (sample mean)
I s(sample standard deviation)
I N (sample size)

� Step 2: Calculate the confidence interval,

[X − Zα/2 ∗ s/
√
N,X + Zα/2 ∗ s/

√
N ]



Confidence Intervals

I Example:

� A real estate agent has calculated that the average price of a
home in Great Neck is X = 815, 100 with a standard deviation
of s = 50, 200 , using a sample of 104 homes. Form a 99%
confidence interval for the population mean µ.



Confidence Intervals

I Example:

� Consider the data file shady.sav. Form a 90% confidence
interval for the average number of bedrooms in Shadyside,
Pittsburgh.



Confidence Intervals

I In SPSS, Analyze =⇒ Compare Means =⇒ One Sample T
Test

I Select test variable

I In Options sub-menu, select Coverage Interval Percentage



Confidence Intervals

I Result for confidence interval (mean and confidence interval
highlighted)

I Interpretation: there is a 90% chance that the true mean falls
between 1.732 and 1.894



Confidence Intervals

I Assumptions:

� The sample is large enough for the central limit theorem to
apply

� Rule of thumb:
I For sample mean, approximation is good if N ≥ 30
I For sample proportion, approximation is good if

N min(p, 1− p) ≥ 10



Hypothesis Testing

I Example:

� How can we detect if a coin is fair?



Hypothesis Testing

I Example:

� How can we detect if a coin is fair?
� Flip the coin N times
� “Reject” the hypothesis that the coin is fair is the number of

heads is less that N
2 − k or greater than N

2 + k
� But how to select k?



Hypothesis Testing

I In large samples, the sample proportion p has a normal

distribution with mean π and variance
√

p(1−p)
N

I We construct the Z-statistic using, Z = p−π√
p(1−p)
N

I Z is approximately standard Normal in large samples



Hypothesis Testing

I Example:

� Let us consider testing the hypothesis that President Obama’s
approval rating is 40

� Suppose that we have obtained a sample of 500 American
adults and determined that within the sample, 36% approve of
President Obama



Hypothesis Testing

I We first state the null hypothesis and the alternative
hypothesis

I The null hypothesis is that the President’s approval rating is
40%

I The alternative hypothesis is that Presidents approval rating is
not 40%

I We write the null and alternative hypothesis as,

� H0 : π = π0 (null hypothesis)
� HA : π 6= π0 (alternative hypothesis)

I In this case, H0 = 0.4 and HA : π 6= 0.4
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Hypothesis Testing

I The logic of hypothesis testing: If the true proportion were
40%, how likely is an observation as extreme as 36%

I By as extreme, we mean greater than 44% or less than 36%

I Let us ‘standardize’ the proportion using Z = p−π0√
p(1−p)
N

,

where π0 denotes the hypothesized value

I Under the assumption that Obama’s approval rating is 40% in
the population, the Z-score has the standard normal
distribution



Hypothesis Testing

I We have, Z = p−π0√
p(1−p)
N

= 0.36−0.4√
0.36(1−0.36)

500

= −1.863

I What is the probability that |Z| > 1.863?



Hypothesis Testing

I The probability can be computed using table A or using the
QuickCalc spreadsheet

I We find that the p-value is, pval = 0.0624



Hypothesis Testing

I Interpreting the p-value

� Under the assumption that the null hypothesis is true, the
probability of observing data as extreme as we do is
pval = 0.0624

� If this is sufficiently unlikely, we reject the null hypothesis
� Otherwise, we accept the null hypothesis
� Most common cutoff: reject if pval < 0.05
� We use α to denote the rejection level
� The decision rule is:

I Reject if pval < α
I Accept if pval ≥ α



Hypothesis Testing

I Summary of Steps:

� Step 1: Determine p, N , and π0
I p (sample proportion)
I N (sample size)
I π0 (hypothesized value of population proportion)

� Step 2: State the null and alternative
I H0 : π = π0 (null hypothesis)
I HA : π 6= π0 (alternative hypothesis)



Hypothesis Testing

I Summary of Steps (continued):

� Step 3: Calculate the Z-statistic
I Z = p−π√

p(1−p)
N

� Step 4: Calculate the P-value or compare Z to its critical value
I Reject if pval < α or if |Z| > Zα/2



Hypothesis Testing

I Example:

� Consider the data file, senate.sav. Test the null hypothesis
that 50% of the Democratic candidates are incumbents (using
the 5% significance level)



Hypothesis Testing

I In SPSS, Analyze =⇒ Compare Means =⇒ One Sample
Proportions

I Select variable to test

I Select value (e.g. 1 for incumbent)

I In Tests sub-menu, select Test Value (e.g. 0.5)



Hypothesis Testing

I Result for hypothesis test (p-value highlighted)
I Interpretation: since p-value is greater that 0.05, we fail to

reject the null hypothesis that the population mean is 0.5



Hypothesis Testing

I Example:

� In a sample of 800 American adults, it is found that 35%
watched the Oscars. Test the null hypothesis that 25% of
American adults watched the Oscars, using the 1% significance
level.



Hypothesis Testing

I Let us consider testing the hypothesis that the average
starting salary of Stony Brook graduates is $70,000

I Suppose that we have obtained a sample of 15 recent
graduates and determined that the sample average is $74,500.
Suppose further that the standard deviation is $9,200



Hypothesis Testing

I Summary of Steps:

� Step 1: Determine X, s, N , and µ0

I X (sample mean)
I s (sample standard deviation)
I N (sample size)
I µ0 (hypothesized value of population mean)

� Step 2: State the null and alternative
I H0 : µ = µ0 (null hypothesis)
I H0 : µ 6= µ0 (alternative hypothesis)



Hypothesis Testing

I Summary of Steps (continued):

� Step 3: Calculate the Z-statistic

I Z = X−µ0

s/
√
N

� Step 4: Calculate the P-value or compare Z to its critical value
I Reject if pval < α or if |Z| > Zα/2



Hypothesis Testing

I Example:

� You have recently been purchasing compact florescent bulbs.
The manufacturer claims an average life of 1,000 hours, but
you are suspicious. You recorded the lifetimes of the last 12
bulbs you purchased to be 790, 1210, 650, 1410, 690, 850,
950, 1030, 670, 1160, 1210, and 790 hours. Do you have
reason to believe you are being ripped off?

� (Hint: The mean is 951 and the standard deviation is 258)



Hypothesis Testing

I An example with the raw data:

� Data set ‘stocks.sav’ has weekly NASDAQ returns between
1996 and 2005

� NASDAQ index has an opening price and a closing price for
each week / the closing price this week will be next weeks
opening price

� The percentage return is calculated using,

%Return =
Close−Open

Open

I Do NASDAQ stocks yield a positive return?



Hypothesis Testing

I In SPSS, Analyze =⇒ Compare Means =⇒ One sample
t-test

I Select variables to test

I Input hypothesized value, in this case, 0



Hypothesis Testing

I Descriptive Statistics:



Hypothesis Testing

I Histogram:



Hypothesis Testing

I Result of hypothesis test (p-value highlighted)
I Interpretation: We cannot reject that the population mean

return on the NASDAQ index is 0 at any conventional
significance level



Hypothesis Testing

I Example:

� A car manufacturer claims that its cars last an average of
60,000 miles before needing their first repair. You have
collected data for a random sample of 36 cars. The sample
mean number of miles before repair was 58,000, with a
standard deviation of 4,000 miles? Do you agree with the car
manufacturer’s claim? Use a 5% significance level.



Hypothesis Testing

I Example:

� The usual high temperature in Long Beach in September is 73
degrees. Suppose that in the first 25 days this year, the
average high has been 77 degrees, with a standard deviation of
5 degrees. Can we conclude that Long Beach is getting
warmer? Use a 1% significance level.



Hypothesis Testing

I Example:

� The average math SAT score in the U.S. is known to be 411.
You would like to know whether the average math SAT score
in New York State is any different. You collect a random
sample of 400 New York high school students and find a
sample mean math SAT score of 417 with a standard deviation
of 100 points. Use a 10% significance level.



Hypothesis Testing

I Confidence intervals can be used for hypothesis testing

I For the sample mean, the confidence interval is

[X − Zα/2s/
√
N,X + Zα/2s/

√
N ]

I For proportions, the confidence interval is,

[p− Zα/2
√

p(1−p)
N , p+ Zα/2

√
p(1−p)
N ]

I We reject the hypothesis at the α% level if it does not fall in
the 1− α% confidence interval



Comparing Two Populations

I Example: A pharmaceutical company has developed a new
medication that it believes is superior to the best existing
medication

I In particular, the company believes that the population
proportion, πN , who will recover using the new medication is
greater than the proportion, πO, who will recover using the
old medication

I The burden of proof is on pharmaceutical company to
demonstrate that new medication is better

I The null hypothesis is that the new medication is no better
than the old medication



Comparing Two Populations

I Formally, the null is that the population proportions are equal,
H0 : πN = πO

I The pharmaceutical company conducts a clinical trial,
randomly assigning ill patients to one of the two treatments

I It determines the proportion of patients who recover when
treated by the new medication, pN = 0.34, and the proportion
who recover when treated by the old medication, pO = 0.22,
with NN = 88 and NO = 84

I The pharmaceutical company wishes to reject this null
hypothesis to demonstrate that the new medication is better
than the old medication



Comparing Two Populations

I Notice that we find that pN > pO
I But is this sufficient to reject the null hypothesis?

I If observing this value of pN − pO is sufficiently unlikely under
the null hypothesis, then we reject the null hypothesis



Comparing Two Populations

I The standard error of pX − pY is
√

pX(1−pX)
NX

+ pY (1−pY )
NY

I We form the test statistic, Z =
pX−pY −(πX,0−πY,0)√
pX(1−pX)

NX
+
pY (1−pY )

NY

I In large samples, Z is normally distributed

I In this example,

pX = 0.34, pY = 0.22, NX = 88, NY = 84

I We find, Z = 1.7707, so that pval = 0.076

I Thus, we cannot reject the null hypothesis that the two
medications are equally effective, at the 5% level



Comparing Two Populations

I Using similar logic, we find that the confidence interval is
given by,

pX − pY ± Zα/2
√

pX(1−pX)
NX

+ pY (1−pY )
NY



Comparing Two Populations

I Example:

� Suppose that one month, the Presidents approval rating was
measured at 35% and the next month the President’s approval
rating is measured at 40%. Both numbers were estimated from
a survey of 1,000 individuals. Can we determine that support
for the President increased?



Comparing Two Populations

I Setting up the problem,

pX = 0.35, NX = 1000, pY = 0.40, NY = 1000

I Calculate the estimator: pX − pY = −0.05
I Calculate the standard error:

se =
√

pX(1−pX)
NX

+ pY (1−pY )
NY

= 0.0216

I Calculate the critical value: Zα/2 = 1.96 when α = 0.05

I Calculate the Z-statistic: Z = −2.31
I We can reject at the 5% level



Comparing Two Populations

I Example:

� Using the dataset ‘ises2001.sav’, is the proportion of
Arab-Israeli’s who would like to return the Golan Heights to
Syria larger than the proportion of Jewish-Israeli’s who would
like to return the Golan Heights?



Comparing Two Populations

I In SPSS, Analyze =⇒ Compare Means =⇒
Indepedent-Samples Proportions

I Select variables to test

I Under Define Success, select value (e.g. 4 for support returing
all of the Golan Heights)

I Select grouping variable

I Under Define Groups, select values for the two groups to
compare (e.g. 1 for Jews and 2 for Arabs)

I Note: SPSS only allows for hypothesized value = 0—for a
different value, use QuickCalc spreadsheet



Comparing Two Populations

I Result of hypothesis test (p-value highlighted)
I Interpretation: We can reject the null hypothesis that Jewish

Israels and Arab Israelis are equally supportive of returning all
of the Golan Heights to Syria at any conventional significance
level



Comparing Two Populations

I Alternatively, using SPSS and Quickcalc:

� In SPSS, Analyze =⇒ Descriptive =⇒ Crosstabs
� Select Row Varaible (e.g. Return Golan Heights to Syria)
� Select Column Variable (e.g. Jew or Arab)
� In the Cells sub-menu, select Column Percentages



Comparing Two Populations

I Getting the information from SPSS:



Comparing Two Populations

I Example:

� Did the fraction of Virginia voters who plan to vote for George
Allen decrease as a result of accusations that he used the
‘n-word’?

� Two Mason Dixon polls of 625 voters
� 9/5-9/7: 46% support for Allen
� 9/23-9/27: 43% support for Allen
� Is the difference statistically significant at the 5% level?



Comparing Two Populations

I Suppose that we want to test the hypothesis the two
population proportions are equal

I How do we choose NX and NY

I The biggest possible standard error occurs when pX = pY = 1
2

I In this case,

se =
√

pX(1−pX)
NX

+ pY (1−pY )
NY

≤ 1
2

√
1
NX

+ 1
NY



Comparing Two Populations

I Let us hold fixed the total sample size N = 1000 and vary
NX ,

se ≤ 1
2

√
1
NX

+ 1
N−NX

I The maximum standard error is minimized at
NX = NY = 500

I Equal stratified random sample is “optimal” for population
proportions that are expect to be similar

I This is what I meant earlier by “stratified random samples can
improve efficiency”



Comparing Two Populations

I Testing the difference between population means:

� Null hypothesis, H0 : µx − µy = µX,0 − µY,0
� Alternative hypothesis, HA : µx − µy 6= µX,0 − µY,0
� Standard error of µx − µy is

√
s2X
NX
− s2Y

NY

� We form the test statistic, Z =
X−Y−(µX,0−µY,0)√

s2X
NX

−
s2Y
NY

� In large samples, Z is normally distributed



Comparing Two Populations

I Example:

� A group of female employees are suing Walmart claiming
gender discrimination. Out of the 27 employees in their store,
there are 11 females and 16 males. The males had an average
salary of $14 per hour with a standard deviation of $3 and the
females had an average salary of $11 per hour with a standard
deviation of $1. Is there any merit to their claim?



Comparing Two Populations

I Example:

� Consider the data file ‘ies2001.sav’
� Which group is more left wing on average in Israel—Jews or

Arabs?



Comparing Two Populations

I In SPSS, Analyze =⇒ Compare Means =⇒
Indepedent-Samples T Test

I Select Test Variable (e.g. right-left scale)

I Select grouping variable (e.g. Jew or Arab)

I Under Define Groups, select values for the two groups to
compare (e.g. 1 for Jews and 2 for Arabs)

I Note: SPSS only allows for hypothesized value = 0—for a
different value, use QuickCalc spreadsheet



Comparing Two Populations

I Result of hypothesis test (p-value highlighted)
I Interpretation: We can reject the null hypothesis that Jewish

Israels and Arab Israelis are equally liberal at any conventional
significance level



Comparing Two Populations

I Alternatively, using SPSS and Quickcalc:

� In SPSS, Analyze =⇒ Compare Means =⇒ Means
� Select Dependent List (e.g. right-left scale)
� Select Independent (e.g. Jew or Arab)



Comparing Two Populations

I Getting the information from SPSS:



Comparing Two Populations

I Example:

� Obama’s approval rating was found to be 40% before the
government shutdown and was found to be 32% after the
government shutdown, in both cases, from samples of size 500.
Using the 5% significance level, test the null hypothesis that
Obama’s approval rating went down 5% after the government
shutdown crisis.



Comparing Two Populations

I Example:

� An LSAT prepping company claims that they can train
students to improve their LSAT scores by 10 points. After
surveying a random sample of 200 students, 30 who took the
LSAT prep course and 170 that didn’t, you find that the
average score among the students who didn’t take the prep
class was 130 with a standard deviation of 16 while the
average score of those who took the prep course were 138 with
a standard deviation of 20. Using the 1% significance level,
does the claim made by the LSAT prep company hold up?


